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ABSTRACT: Before a specialty prescription can be cleared, the pharmacy must assemble its clinical context: patient, 

coverage, prescriber, drug, clinical documents and an eligibility determination, usually from separate systems of record. 

When the assembly is slow, incomplete or wrong, prescriptions fall out of straight-through processing and technicians 

look up and re-key data, which delays the time to fill, especially for multi-therapy regimens whose prescriptions must 

be ready together. This paper presents an ingestion architecture with boundary validation that repairs transcription 

errors only when a unique repair is supported by reference data; a unified entity API that resolves each case's 

dependency graph with deduplication, batching, deadlines and hedged requests; and an asynchronous cache with 

freshness classes, versioned change-data-capture invalidation, stale-while-revalidate for reference data and prefetch. A 

two-stage simulation, verified against closed-form results, compares it with per-prescription sequential and parallel 

access, a unified API without cache and one with a 60-minute TTL cache. At the reference load the proposed design 

needed 86% fewer backend calls per prescription than per-prescription fan-out, cut the 95th-percentile case latency 

from 795 to 350 ms, and sustained 3.8 times the event rate of fan-out before that latency exceeded one second. Its 

decision-critical stale reads were 3.9 per 10,000 prescription evaluations, against 155 for the TTL cache, at a hit ratio of 

91%. Validators run on synthetic identifiers with injected errors detected every NPI error and repaired 98% of single 

substitutions without a wrong repair when the prescriber's name was checked; without that check, wrong repairs 

appeared. Binary schema-based encodings halved payload size. Workload and backend parameters are assumed rather 

than measured; in every sensitivity scenario the design made 4.3 to 9.8 times fewer backend calls per prescription than 

fan-out. 

 

KEYWORDS: Specialty pharmacy, clinical context, entity API, request batching, hedged requests, caching, change 

data capture, stale-while-revalidate, data validation, serialization, straight-through processing 

 

I. INTRODUCTION 

 

Specialty pharmacies dispense medications for complex and often rare conditions, and much of their work happens 

before the first fill. Benefits must be verified, prior authorization obtained where the plan requires it, the prescription 

reviewed clinically and financial assistance arranged. The Pharmacy Quality Alliance measures specialty pharmacy 

turnaround time as the number of days from receipt of a new prescription to the point at which it is ready for pickup or 

scheduled for delivery [1]. In focus groups, specialty pharmacy staff named prior authorization and third-party payer 

issues, together with patient-communication and prescriber issues, as the main impediments to turnaround [2], and in a 

national survey of 1,001 physicians conducted in December 2022, 94% reported that prior authorization delays access 

to necessary care [3]. 

 

Each of these steps is a decision over data that the pharmacy must first assemble. This paper calls that data the clinical 

context of a prescription: the patient's demographics, the coverage on file, the prescriber, the drug product, the 

diagnosis and supporting clinical documents, and an eligibility and benefit determination for the drug under the 

patient's plan. The pieces usually live in different systems of record, each behind its own service. When the context can 

be assembled quickly, completely and correctly, rules can clear the prescription or route it to the right queue without 

human work, which is called straight-through processing (STP). When it cannot, a technician looks up the missing data, 

telephones, or re-keys fields from the referral image. Pharmacy technicians do most of this work and are hard to retain: 

in workforce surveys reported in 2022, a majority of pharmacy administrators described technician turnover of at least 

21% in the previous year [4]. 
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Regulation is moving these lookups toward real time. Since 2021, Medicare Part D plans have had to offer prescribers a 

real-time benefit tool that returns patient-specific formulary and cost information [5], and the Interoperability and Prior 

Authorization final rule (CMS-0057-F) requires impacted payers to support electronic prior authorization interfaces [6] 

based on HL7 FHIR [7] and the Da Vinci Prior Authorization Support guide [8]. Prescriptions themselves arrive as 

NCPDP SCRIPT messages [9], faxes and portal submissions. These standards make individual transactions electronic. 

They do not tell a pharmacy how to assemble the many transactions that one case needs, how to keep the assembled 

context fresh while coverage and authorization status change during benefits investigation, or how to stop transcription 

errors at the boundary before they reach adjudication. 

 

Multi-therapy regimens make each of these problems larger. A patient starting a combination regimen is referred with 

several prescriptions, and the regimen can start only when all of them are ready. If context is extracted per prescription, 

patient-level data is fetched several times, and the case waits for the slowest of many independent calls, which is the 

tail-at-scale effect of fan-out [10]. Every later event on the case, such as an authorization decision or a corrected 

insurance card, triggers re-evaluation and repeats the work. Errors in identifiers compound the delay: data-entry errors 

in e-prescriptions are usually caught by technicians at data entry [11], and errors that escape are found later, when a 

claim or an eligibility check is rejected. 

 

This paper presents and evaluates a vendor-neutral reference architecture for clinical context extraction. It generalizes 

design patterns used in large-scale specialty pharmacy ingestion and describes them without reference to the systems or 

data of any organization. Its contributions are: 

• a formulation of clinical context extraction as the evaluation of a dependency graph over entity services under a 

time budget, with metrics for latency, backend load, freshness and straight-through completion within the budget 

(Section III); 

• an architecture that combines boundary validation with minimal-edit repair, a unified entity API that resolves each 

case's dependency graph with deduplication, batching, deadlines and hedged requests, and an asynchronous cache with 

freshness classes, versioned change-data-capture invalidation, stale-while-revalidate for reference data and prefetch 

(Section IV); 

• a two-stage simulation that separates cache dynamics over days from queueing over milliseconds, verified against 

closed-form results, which compares five access policies over a load sweep with ablations and a sensitivity analysis 

(Sections V and VI); 

• measurements with working validators on synthetic identifiers with injected errors, using a published ICD-10-CM 

code set, and a benchmark of six encodings on clinical-context payloads (Section VI). 

Section II reviews related work and Section III formulates the problem. Section IV describes the architecture and 

Section V the experimental method. Section VI reports the results, Section VII discusses implications and limitations, 

and Section VIII concludes. 

 

II. BACKGROUND AND RELATED WORK 

 

A. Specialty fulfillment and real-time eligibility 

Turnaround time is a central quality measure for specialty pharmacies [1], and the barriers to it are mostly 

informational: missing or incorrect insurance data, authorization requirements and incomplete referrals [2]. Real-time 

benefit tools [5] and electronic prior authorization [6], [8] move eligibility information closer to the point of decision, 

so that a pharmacy can increasingly determine eligibility while the case is being assembled instead of days later. This 

raises the value of fast and fresh context: an eligibility result is useful only if the coverage it was computed from is stil l 

current. 

 

B. Entity services and their composition 

Data-integration theory distinguishes virtual integration, in which a query over a mediated schema is reformulated 

against the sources at run time, from materialized integration [12], [13]. Microservice architectures implement virtual 

integration through API composition, often behind an API gateway that offers each client a single endpoint [14], and 

derived data systems such as caches and search indexes are kept up to date from the systems of record [15]. GraphQL 

[16] makes the composition declarative: a query names the fields it needs and the server resolves them, and its 

semantics and complexity have been formalized [17]. How resolvers batch and deduplicate calls to the services behind 

them is left to the implementation, and that is where latency and load are decided. 
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C. Tail latency 

When a request fans out to many services, its latency is the maximum of theirs, so rare slow responses become 

common slow requests. Dean and Barroso [10] describe this effect and techniques to tolerate it, among them hedged 

requests, which send a second copy of a request after a delay and use whichever response arrives first. In context 

extraction the fan-out has two dimensions: across the entity types of one prescription, which have dependencies, and 

across the prescriptions of a case, which the regimen needs together. 

 

D. Caching and freshness 

HTTP caching defines a freshness lifetime after which a stored response must be revalidated [18], and the stale-while-

revalidate extension allows a cache to serve a stale response while it revalidates in the background [19]. Jung, Berger 

and Balakrishnan derived the hit ratio of TTL-based caches under Poisson requests [20]. At large scale, Facebook's 

memcache deployment used invalidations driven from the database and leases that prevent stale sets and thundering 

herds [21], and TAO caches a social graph in front of a database with read-through and write-through semantics [22]. 

Change data capture streams the committed changes of a system of record to consumers [23], which can then invalidate 

or update derived copies [15]. Clinical context adds a twist: entities differ by orders of magnitude in how often they 

change and in the harm a stale copy can do, so one freshness rule cannot fit all of them. 

 

E. Serialization 

JSON [24] is the common format of web APIs and of FHIR resources [7]. MessagePack [25] and CBOR [26] are 

schemaless binary encodings of the JSON data model, while Protocol Buffers [27] and Avro [28] are schema-based and 

omit field names from the payload. Viotti and Kinneer [29] survey JSON-compatible binary formats and compare their 

sizes on a set of documents. Encoding affects processor time per request and, because caches hold encoded values, the 

memory a cache needs for a given hit ratio. 

 

F. Validation of identifiers and codes 

The National Provider Identifier (NPI) is a 10-digit number whose last digit is an ISO standard check digit computed 

with the Luhn algorithm as if the number were preceded by the prefix 80840 [30], [31], [32]. A National Drug Code 

(NDC) has 10 digits in one of three segment configurations, 4-4-2, 5-3-2 or 5-4-1, and HIPAA standard transactions 

use an 11-digit 5-4-2 form obtained by adding a leading zero to the appropriate segment; the Food and Drug 

Administration has proposed a uniform 12-digit format [33]. NDCs carry no check digit. ICD-10-CM diagnosis codes 

have three to seven characters, only the most specific codes of a category are billable, and the code set is revised every 

year [34], so a code that is billable in one release may be split into more specific codes in a later one. Faxed referrals 

add errors from optical character recognition, whose correction is the subject of a large literature [35]. Check digits 

detect many keying errors, but no single layer detects all of them, and the cost of an undetected error is paid later, at 

adjudication. 

 

G. Positioning 

Each line of work supplies a part: composition interfaces, tail-tolerance techniques, cache consistency mechanisms, 

compact encodings and check digits. This paper combines them for clinical context, where dependencies between 

entities, the per-case structure of multi-therapy regimens, entity-specific freshness requirements and noisy identifiers 

interact, and evaluates the combination quantitatively. Table I summarizes the capabilities each approach provides. 

  

http://www.ijirset.com/


 
|www.ijirset.com |A Monthly, Peer Reviewed & Referred Journal| e-ISSN: 2319-8753| p-ISSN: 2347-6710|  

                                                Volume 13, Issue 9, September 2024 

                                                |DOI: 10.15680/IJIRSET.2024.1309132| 

IJIRSET©2024                                      |     An ISO 9001:2008 Certified Journal   |                                         16946 

TABLE I. CAPABILITIES PROVIDED BY RELATED APPROACHES 

 

Approach Per-case 

batching 

Tail 

tolerance 

Freshness 

control 

Entity-

specific 

policy 

Input 

validation 

API composition and gateways [14] possible not addressed not addressed no no 

GraphQL [16], [17] implementati

on-defined 

not addressed not addressed no schema types 

Hedged requests [10] n/a yes n/a n/a n/a 

HTTP caching and SWR [18], [19] n/a partly (stale 

serving) 

TTL per response no 

Invalidation and CDC [21], [23] n/a n/a event-driven possible no 

Check digits [30], [31] n/a n/a n/a n/a detection only 

This paper yes 

(dependency 

graph) 

hedging, 

deadlines 

CDC + safety 

TTL, SWR 

freshness 

classes 

layered, with 

repair 

 

III. PROBLEM FORMULATION 

 

A case c holds the prescriptions of one patient's referral, indexed j = 1, …, K. Its clinical context consists of entity 

instances of six types: the patient p; the coverage and the clinical documents of p; the prescriber rj and the drug product 

dj of each prescription; and an eligibility determination for each pair (p, dj). Each type e is served by a backend with 

service time Se and me parallel servers. Instances depend on one another: coverage and clinical documents are found 

through the patient, and eligibility needs the coverage and the drug. These dependencies form a directed acyclic graph 

G, and a context request completes when every node of its graph instance is resolved. If node v takes Dv once its 

predecessors are resolved, the request completes at 

 𝑇 = max𝑣∈𝐺 𝜏𝑣 ,  𝜏𝑣 = max𝑢∈pred(𝑣)𝜏𝑢 + 𝐷𝑣 (1) 

 

where Dv is a cache-hit latency η if the instance is cached, and otherwise the waiting time We plus the service time Se of 

a backend call, plus network time. The maximum over parallel branches is what makes tails grow with fan-out. If n 

independent calls have latency distributions Fi, then 

 𝑃 (max𝑖 𝑋𝑖 > 𝑡) = 1 − ∏ 𝐹𝑖𝑛𝑖=1 (𝑡) (2) 

 

and if each prescription of a K-prescription case is processed separately and misses a budget B with probability q, the 

case misses it with probability 1 − (1 − q)K. For q = 2% and K = 4 this is 7.8%. 

Load matters as much as latency. Let λ be the rate of context requests, which include the evaluation at release and every 

re-evaluation, let ne be the number of backend calls to type e per request, after deduplication and caching, and let be 

count background calls (prefetch and revalidation). The utilization of backend e is 

 𝜌𝑒 = 𝜆 (𝔼[𝑛𝑒]+𝔼[𝑏𝑒]) 𝔼[𝑆𝑒]𝑚𝑒  (3) 

 

and waiting times grow without bound as ρe approaches one. Throughput is therefore limited by the busiest backend, 

and anything that reduces ne raises the sustainable request rate. 

Caching trades load for freshness. A cached instance fetched at time f carries the source version vf; read at time t, it is 

stale if the source has changed since: 

 stale(𝑡) = 𝟙[𝑉(𝑡) > 𝑣𝑓] (4) 

 

where V(t) is the version of the system of record at t. Stale reads of coverage, clinical documents and eligibility are 

called decision-critical, because they can change an automated decision. The objective is to maximize the share of 

prescriptions whose context is complete within the budget, 

 𝑆(𝐵) = 𝑃(𝑇 ≤ 𝐵 ∧  context complete) (5) 
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subject to the backend capacities and to a bound on decision-critical stale reads. A context is incomplete when a 

backend call fails twice or misses its deadline twice; the prescription then needs manual lookup. Errors in the identifiers 

themselves are handled at the boundary (Section IV-A) and are evaluated separately. Table II lists the notation. 

 

TABLE II. NOTATION 

 

Symbol Meaning 

K, G prescriptions in a case; dependency graph of entity types 

Se, We, me service time, waiting time and servers of backend e 

η, T, B cache-hit latency; request latency; latency budget 

λ, ρe context-request rate; utilization of backend e 

ne, be critical-path and background backend calls per request 

τ, γ, δ freshness lifetime (TTL); stale-while-revalidate grace; CDC delivery delay 

ν, vf, V(t) update rate of a source instance; cached version; source version 

S(B) share of prescriptions with complete context within B 

 

IV. PROPOSED ARCHITECTURE 

 

Fig. 1 shows the architecture. Cases released by intake, and every later event that requires re-evaluation, enter through a 

boundary-validation layer. Validated requests go to a unified entity API, which evaluates the case's dependency graph 

against an asynchronous cache and calls the systems of record only on misses. A change-data-capture (CDC) stream 

from the systems of record invalidates cached entries by version, and first-document events, which precede the release 

of a case, trigger prefetch. Eligibility and STP rules then decide on the assembled context whether the case proceeds 

without human work. Fig. 2 illustrates the effect of these choices on one three-prescription case. 

 

 
 

Fig. 1. Reference architecture for clinical context extraction. Dashed arrows show asynchronous paths: prefetch, 

invalidation and routing to targeted correction. 
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Fig. 2. Schematic execution of one three-prescription case with hypothetical times. Per-prescription fan-out issues 18 

calls and waits for the slowest; the unified API issues six; with cache and prefetch, one call remains. 

 

A. Boundary validation and repair 

Every identifier and code is checked in five layers before any lookup uses it. Syntax checks enforce length, character 

classes and segment patterns, and normalize representations: an NDC written as 10 digits with hyphens is converted to 

the 11-digit 5-4-2 form, and the decimal point of an ICD-10-CM code is removed. Check digits are verified where they 

exist, as for the NPI. Reference checks confirm that the value exists in an authoritative list: the provider registry for an 

NPI, the product catalog for an NDC, and the code set of the applicable release for a diagnosis, including whether the 

code is billable. Cross-field checks compare the reference entry with other fields of the same document: the prescriber's 

name for an NPI, and the drug name and strength for an NDC. Plausibility checks test the combination, for example 

whether the diagnosis belongs to the therapy class of the drug. 

 

When a value fails, the layer tries to repair it before routing it to a person. Candidates are generated in order of edit cost: 

first other readings of the characters as written (an unhyphenated 10-digit NDC has three possible 11-digit forms), then 

single-character substitutions, adjacent and jump transpositions, insertions and deletions. A candidate survives if it 

passes every layer, including the cross-field check against the document. With Ck(x) the surviving candidates at edit 

cost k, the repair rule is 

 𝑥̂ = {𝑦 if 𝐶𝑘*(𝑥) = {𝑦},  𝑘* = min{𝑘: 𝐶𝑘(𝑥) ≠ ∅}
route to a person otherwise

 (6) 

 

so a repair is applied only when exactly one candidate survives at the lowest cost that has any. For diagnosis codes, 

where the document offers little independent evidence, repairs are proposed to the technician instead of applied. Every 

repair is logged with the original value. Routed values go to a targeted-correction task that shows the field, the image 

and any candidates, which takes far less time than re-keying the prescription. Algorithm 1 summarizes the procedure. 
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Algorithm 1. Boundary validation with minimal-edit repair 

 

 1  validate(x, doc, cls): 

 2      for y in normalizations(x, cls):           # zero edits 

 3          if passes_all(y, doc, cls): return accept(y) 

 4      for k in 1 .. k_max: 

 5          C <- {y in edits(x, k, cls) : passes_all(y, doc, cls)} 

 6          if |C| == 1 and cls.auto_repair: return repair(x, y in C)   # logged 

 7          if |C| >= 1: return route(x, candidates = C) 

 8      return route(x, candidates = {}) 

 9  passes_all(y, doc, cls): 

10      return syntax(y) and check_digit(y) and in_reference(y) 

11             and cross_field(y, doc) and plausible(y, doc) 

 

B. Unified entity API 

The unified API accepts one request per case and builds the case's graph instance: one patient, coverage and clinical 

node; one prescriber node for the distinct prescribers; a drug node for the distinct drug products; and one eligibility 

node for the K patient-drug pairs. Deduplication removes repeated patient-level lookups, and batching turns the drug 

and eligibility lookups of a regimen into one call each. A batched call takes longer than a single one, but less than the 

calls it replaces, and batches above a configured size are split into chunks issued in parallel, so that the expected latency 

of every call stays well inside its deadline. Nodes start as soon as their predecessors resolve, so independent branches 

run in parallel. 

 

Each backend call has a deadline. A call that fails or misses its deadline is retried once after a short backoff; a second 

failure marks the node and its dependants missing, and the context is returned with explicit gaps instead of waiting 

indefinitely. A call that has not returned after the 95th percentile of its expected service time, which grows with the 

batch size, is hedged: a second copy is sent and the first response wins [10]. Copies still queued when the call resolves 

are canceled, and queued calls whose deadline has passed are dropped, so a backlog does not consume capacity on 

work nobody waits for. Table III lists the entity types and their treatment. 

 

TABLE III. ENTITY TYPES, DEPENDENCIES AND FRESHNESS CLASSES IN THE PROPOSED DESIGN 

 

Entity Key Depends on Freshness class Cache rule 

Patient patient none patient-scoped CDC, safety TTL 12 h 

Coverage patient patient patient-scoped, decision-

critical 

CDC, safety TTL 12 h 

Clinical 

documents 

patient patient patient-scoped, decision-

critical 

CDC, safety TTL 12 h 

Prescriber NPI none reference TTL 24 h, SWR 24 h, CDC 

Drug product NDC none reference TTL 24 h, SWR 24 h, CDC 

Eligibility patient, 

NDC 

coverage, 

drug 

decision-critical CDC on coverage, drug and 

authorization events; safety TTL 

12 h 

 

C. Asynchronous cache with freshness classes 

The cache distinguishes two classes of data. Reference data, the drug catalog and the prescriber directory, is shared 

across patients and changes rarely; it is kept for 24 hours and served stale for up to another 24 hours while it is 

revalidated in the background [19], so that expiry never adds a backend call to the critical path. Patient-scoped data, 

including coverage, clinical documents and eligibility, changes during the life of a case, for instance when benefits 

investigation finds a different plan or an authorization is decided. It is kept until invalidated by the CDC stream, with a 

safety TTL of 12 hours that bounds the damage of a lost invalidation. Eligibility entries, keyed by patient and drug, are 

invalidated by coverage changes, drug-catalog changes and authorization decisions. 

 

Entries carry the version of the source record they were read from. An invalidation for version v evicts an entry only if 

the entry's version is older than v, so a delayed or reordered invalidation cannot evict a fresher entry. Concurrent misses 
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on the same key are coalesced into one backend call, which prevents thundering herds after an eviction [21]. When 

intake sees the first document of a case, before the case is released, the cache prefetches the patient-level entities and 

those of the first prescription in the background. Algorithm 2 gives the lookup. 

 

Algorithm 2. Versioned cache lookup with CDC invalidation and stale-while-revalidate 

 

 1  lookup(key, t): 

 2      ent <- cache.get(key) 

 3      if ent is None: return fetch(key, t)             # miss: one coalesced call 

 4      if cls(key).cdc and invalidated_after(key, ent.version, t): 

 5          return fetch(key, t)                         # evicted by a newer version 

 6      age <- t - ent.fetched 

 7      if age <= cls(key).ttl: return ent.value         # fresh by policy 

 8      if age <= cls(key).ttl + cls(key).grace: 

 9          refresh_async(key)                           # stale-while-revalidate 

10          return ent.value 

11      return fetch(key, t) 

12  on_change(key, v):                                   # from the CDC stream 

13      if cache.get(key) and cache.get(key).version < v: cache.evict(key) 

 

The freshness of a TTL cache can be predicted. For an entry whose lifetime starts at a miss and is not extended by hits, 

with requests arriving as a Poisson process of rate λ and source updates as a Poisson process of rate ν, the hit ratio [20] 

and the probability that a hit is stale are 

 ℎ = 𝜆𝜏1+𝜆𝜏 ,  𝑃(stale ∣ hit) = 1 − 1−𝑒−𝜈𝜏𝜈𝜏  (7) 

 

The second expression follows because the hits of one lifetime are uniformly distributed over (0, τ]. A longer TTL 

raises the hit ratio and the staleness together, which is the dilemma CDC removes: with invalidation, an entry is stale 

only between a change and the delivery of its invalidation, so for small νδ the stale fraction is roughly νE[δ], 
independent of τ, plus a term for lost invalidations that the safety TTL bounds. 

 

A. Serialization and payloads 

Inside the architecture, between the unified API, the cache and the backends, payloads use a schema-based binary 

encoding; at the external boundary, where FHIR and partner interfaces apply, they use JSON. A schema gives every 

field a stable identifier and a default, so producers and consumers can evolve independently, and it omits field names 

from each payload, which shrinks cached values. Section VI-G quantifies the choice. 

 

B. Eligibility rules and missing data 

Eligibility and STP rules read the assembled context: coverage active on the date of service, the drug covered under the 

plan, authorization on file when the plan requires it, the diagnosis consistent with the therapy, and quantity within limits. 

A context with missing fields is never cleared automatically. It is routed with the missing fields named, so that the 

technician knows exactly what to look up instead of re-checking the whole case. Decision-critical fields are read from 

the cache only under the CDC rule above; Section VI-A measures how often such a read is nevertheless stale. 

 

C. Correctness and fault tolerance 

Three properties keep the design safe under failure. The cache is never authoritative: an entry can be lost or evicted at 

any time without changing any decision, only its latency. Invalidations are idempotent and versioned, so redelivery and 

reordering are harmless, and a lost invalidation is bounded by the safety TTL. Retries, hedges and refreshes are 

idempotent reads. The validation layer never changes a value silently: repairs are applied only under the uniqueness 

rule of Eq. (6), logged with the original, and limited to identifier classes for which the experiments in Section VI-H 

found no wrong repairs. 
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V. EXPERIMENTAL METHOD 

 

A. Two-stage simulation 

The behavior of the architecture depends on processes at two time scales. Whether a lookup hits the cache, and whether 

the cached value is stale, depends on request and update patterns over minutes to days. Whether a backend call waits, 

times out or is hedged depends on queueing over milliseconds. Simulating both in one model would require days of 

simulated time at millisecond resolution. Because the two scales are far apart, the system is nearly decomposable [36], 

and the study uses two stages. Stage A replays eight days of synthetic case activity against each cache policy at the 

level of individual keys and versions, discards the first day as warm-up [37], and records for every request which 

lookups hit, which were stale and which went to a backend. Stage B replays these request records, in their original 

order, through a discrete-event model of the backends at a chosen request rate and measures latency, failures and load. 

Stage B therefore inherits the cache outcomes of stage A, including the correlation between lookups of the same request, 

while the request rate can be varied freely. 

 

In stage A, cases arrive as a Poisson process at 3,000 per day, with the episode-size distribution of Table IV. Sixty 

percent of cases belong to one of 60,000 existing patients; prescribers and drug products are drawn from Zipf 

popularity distributions over 15,000 prescribers and 1,500 products. Each case generates a first-document event, a 

release event and a Poisson number of re-evaluations, and each record in the systems of record changes according to its 

own process: rarely for reference data, and more often during the life of a case for coverage, clinical documents and 

eligibility, which also changes when an authorization is decided. Every change publishes a versioned invalidation with 

a log-normal delivery delay, and a small fraction of invalidations is lost. 

 

Table IV and Table V list the baseline inputs of the two stages. They are assumed values chosen to be plausible, not 

measurements from any pharmacy or production system, and Section VI-F varies them. 

 

TABLE IV. STAGE A WORKLOAD AND CHANGE PROCESSES (BASELINE) 

 

Parameter Value 

Cases per day; days per replication 3,000; 8 (1 warm-up) 

Prescriptions per case K = 1, …, 6 0.45, 0.25, 0.15, 0.08, 0.04, 0.03 

Existing patients; share of cases 60,000; 60% 

Prescribers; products (Zipf exponent) 15,000 (1.0); 1,500 (1.1) 

Same prescriber for all prescriptions 85% 

First document before release Exp(mean 15 min) 

Re-evaluations per case; gaps Poisson(3); Exp(mean 2 h) 

Background change rates drug 1/30 d, prescriber 1/180 d, patient 1/120 d, coverage 1/60 d, 

clinical 1/30 d 

Changes during a case patient 20% (mean 4 h); coverage 35% (mean 6 h); clinical documents 

1 per 8 h for 48 h 

Authorization decisions 30% of prescriptions, LogN(median 24 h, σ = 0.8) 
CDC delivery delay; lost invalidations LogN(median 2 s, σ = 1.0); 0.1% 

 

In stage B, each entity type has a backend with a fixed number of servers and log-normal service times; one call in 100 

is 8 times slower, which produces the occasional slow responses that dominate tails in practice [10]. A batched call 

with n items takes 1 + 0.3(n − 1) times as long as a single call, and the unified API splits eligibility batches into chunks 
of at most 2 items. Calls fail transiently with probability 0.2%, have a deadline of 1 s and are retried once after 10 ms. 

Network hops take 1 ms, a cache hit 0.5 ms and the unified API adds 2 ms of processing. Table V lists the values. 

Server counts are scaled down so that the simulation remains tractable; only ratios between policies, and loads relative 

to capacity, are meaningful, so loads are reported in requests per second of this scaled system. 
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TABLE V. STAGE B BACKEND MODEL (BASELINE) 

 

Backend Median service time (ms) σ (log-normal) Servers 

Patient 20 0.5 4 

Prescriber 15 0.5 2 

Drug 10 0.5 2 

Coverage 35 0.5 6 

Clinical 60 0.5 8 

Eligibility 150 0.7 22 

 

B. Policies 

Five policies are compared. The first two extract context per prescription without a cache, as integrations that treat the 

prescription as the unit of work do: sequentially, one entity after another, or in parallel by dependency level. The third 

uses the unified API per case, with deduplication, batching and hedging, but no cache. The fourth adds a cache with a 

single TTL of 60 minutes for all entity types, a common default. The fifth is the proposed design, with the freshness 

classes of Table III, CDC invalidation and prefetch. Ablations remove hedging, prefetch or stale-while-revalidate from 

the proposed design, remove hedging from the unified API, or replace CDC by short per-class TTLs (patient 1 h; 

coverage and clinical documents 15 min; eligibility 5 min; reference data 24 h with stale-while-revalidate). 

 

C. Metrics and statistics 

For each prescription, latency is measured from the request to the moment its context is complete or known to be 

incomplete; for a case, it is the latest of its prescriptions. The budget is B = 1 s. Backend calls per prescription count 

every call, including retries, hedges and background calls. The reference load is 30 requests per second, at which the 

busiest backend of per-prescription fan-out is about 60% utilized. Each configuration at the reference load is replicated 

20 times with independent stage-A worlds, and each point of the load sweep five times. Policies are compared on the 

same request records and with paired Wilcoxon signed-rank tests [38] with Holm correction [39]. Means are reported 

with 95% confidence intervals. 

 

D. Verification 

Both stages were checked against closed-form results. For stage A, a single key with Poisson requests and updates was 

simulated with the cache code for 12 combinations of λτ and ντ; the hit ratio and the stale share of hits agree with Eq. (7) 

(Table VI), with a largest hit-ratio difference of 0.0016. For stage B, the backend model itself, with exponential service, 

no errors, no hedging and zero network time, was run as an M/M/c queue and compared with the Erlang C formula for 

the mean wait [40]; in all three cases the formula lies within the 95% confidence interval of ten replications. 

 

TABLE VI. STAGE A CACHE MODEL AGAINST THE CLOSED FORMS OF EQ. (7) (200,000 REQUESTS PER CELL) 

 

λτ ντ Hit ratio, 

formula 

Hit ratio, 

simulated 

P(stale | hit), 

formula 

P(stale | hit), 

simulated 

0.25 0.1 0.2000 0.1984 0.0484 0.0475 

0.25 1 0.2000 0.1992 0.3679 0.3634 

1 0.1 0.5000 0.5005 0.0484 0.0478 

1 1 0.5000 0.4997 0.3679 0.3655 

4 0.1 0.8000 0.8002 0.0484 0.0471 

4 1 0.8000 0.7997 0.3679 0.3652 

16 0.1 0.9412 0.9413 0.0484 0.0490 

16 1 0.9412 0.9411 0.3679 0.3731 
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TABLE VII. STAGE B QUEUE AGAINST THE ERLANG C FORMULA (EXPONENTIAL SERVICE, MEAN 10 MS; TEN 

REPLICATIONS) 

 

Servers c Utilization Erlang C mean wait (ms) Simulated mean wait (ms), 95% CI 

2 0.7 9.608 9.408 ± 0.268 

6 0.8 4.315 4.377 ± 0.087 

22 0.9 2.422 2.467 ± 0.080 

 

E. Validation experiment 

The validators of Section IV-A were implemented and applied to synthetic identifiers with injected errors, 20,000 per 

error type. NPIs were generated with valid check digits. Because a real provider registry cannot be used here, registry 

membership of any other valid number was decided by a keyed hash so that a chosen share of all valid numbers, the 

registry density, is in use; densities of 0.1%, 1% and 4% were tested. Each registered number has a synthetic prescriber 

name drawn from a Zipf distribution over 100,000 names, and the name on the document carries a typing error in 10% 

of cases. A synthetic NDC catalog of 122,659 packages in the three FDA configurations [33] was generated, each with 

a drug name and strength. Diagnosis codes were drawn from therapy-specific blocks of the 2021 ICD-10-CM code set 

[34], read from the order file distributed with the simple_icd_10_cm package [41]; plausibility requires the code to 

belong to the therapy class of the drug. Error types are single substitutions, adjacent and jump transpositions, twin 

errors (two equal adjacent digits replaced by another equal pair), optical-character-recognition confusions between 

similar characters, deletions, insertions, shifted NDC hyphens, missing NDC hyphens and truncated or re-punctuated 

diagnosis codes. 

 

F. Serialization benchmark 

Six encodings were benchmarked on synthetic clinical-context records for cases with one, two and four prescriptions: 

JSON with the Python standard library and with orjson 3.9.10, MessagePack 1.0.5, CBOR (cbor2 5.4.6), raw Avro 

binary encoding without the object-container header (fastavro 1.8.2; the schema is known to both sides) and Protocol 

Buffers 4.21.12 with its C implementation. Every encoding was checked to round-trip the record exactly. Times are the 

minimum over 25 interleaved repetitions of the mean over 1,000 encodings or decodings of 50 different records, which 

limits interference from other processes; sizes are means over 200 records, also after zstd compression at level 3. The 

benchmark ran under Python 3.11.4 on an x86-64 Linux workstation (8-core, 32 GB RAM). 

 

VI. RESULTS 

 

A. Cache behavior and freshness 

Table VIII reports stage A over ten worlds. Without a cache, the unified API needs 3.90 backend items per prescription, 

because patient-level lookups are shared by the prescriptions of a case; per-prescription extraction needs six. A single 

TTL of 60 minutes hits 43% of lookups, but 155 of every 10,000 prescription evaluations read stale coverage, clinical 

or eligibility data, mostly because coverage and authorization status change during benefits investigation, exactly when 

cases are re-evaluated. Short per-class TTLs reduce those stale reads to 9.1 per 10,000, but the volatile entities then hit 

only 9% (coverage) and 3% (eligibility) of the time. The proposed design hits 91% of lookups, needs 0.89 backend 

items per prescription and reads stale decision-critical data 3.9 times per 10,000 evaluations. Keeping its TTLs but 

removing CDC raises that figure to 2,893, which shows that the long lifetimes are safe only because of invalidation. 
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TABLE VIII. STAGE A RESULTS (MEAN OF 10 WORLDS): HIT RATIO (%) OVERALL AND FOR PATIENT, COVERAGE, CLINICAL 

DOCUMENTS, ELIGIBILITY, PRESCRIBER AND DRUG; BACKEND ITEMS PER PRESCRIPTION; DECISION-CRITICAL STALE READS 

PER 10,000 EVALUATIONS 

 

Policy All Pat. Cov. Clin. Elig. Presc. Drug Items / 

Rx 

Critical 

stale / 

10,000 

No cache 0.0 0 0 0 0 0 0 3.90 0.0 

Single TTL 60 min 43.0 26 26 26 26 57 77 2.22 155.3 

Per-class TTL, no CDC 43.7 26 9 9 3 94 99 2.24 9.1 

Proposed 91.2 94 93 84 80 99 99 0.89 3.9 

Proposed without prefetch 78.2 69 68 59 68 93 99 0.89 3.9 

Proposed without SWR 90.5 94 93 84 80 97 98 0.89 3.9 

Proposed without CDC 94.7 97 97 97 84 99 100 0.76 2,892.6 

 

Fig. 3 places these policies on the trade-off curve of a single TTL. Lengthening the TTL from 1 minute to 24 hours 

raises the hit ratio from 8% to 83% and the decision-critical stale reads from 0.07 to 3,418 per 10,000 evaluations. No 

single TTL reaches the hit ratio of the proposed design without far more stale reads: a TTL short enough to match its 

staleness, about 5 minutes, hits only 16% of lookups. Prefetch does not reduce the number of backend items, which 

stays at 0.89 per prescription, but it moves them off the critical path: without prefetch, the hit ratio seen by requests 

falls from 91% to 78%. Stale-while-revalidate matters only when reference data expires and raises the prescriber and 

drug hit ratios by one to two points. 

 
 

Fig. 3. Hit ratio (left) and backend items per prescription (right) against decision-critical stale reads for a single TTL 

from 1 minute to 24 hours, compared with per-class TTLs and with the proposed design with and without CDC. Means 

of 10 worlds. 

 

B. Latency and throughput 

Table IX compares the policies at the reference load. Per-prescription fan-out completes the median prescription in 243 

ms, faster than the unified API without cache (309 ms), because a batched eligibility call for a whole regimen takes 

longer than a single one and every prescription of a case waits for the case. At the case level the order reverses: the 

95th-percentile case latency is 795 ms for fan-out and 691 ms for the unified API, which also needs 46% fewer backend 

calls. The 60-minute TTL cache lowers calls further, to 2.25 per prescription, and the proposed design to 0.93, 86% 

fewer than fan-out. Its median prescription is served in 6 ms, because most re-evaluations find their entire context in the 

cache, and its 95th-percentile case latency is 350 ms. Sequential extraction is the slowest policy at every percentile. 
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TABLE IX. STAGE B RESULTS AT 30 REQUESTS PER SECOND (MEAN OF 20 REPLICATIONS) 

 

Policy Rx 

p50 

(ms) 

Rx 

p95 

(ms) 

Rx 

p99 

(ms) 

Case 

p95 

(ms) 

Within 

1 s (%) 

Incomple

te / 1,000 

Rx 

Calls 

/ Rx 

Busiest 

backend 

(%) 

Sequential, per prescription 371 776 1,263 951 97.94 0.14 6.65 60 

Parallel fan-out, per 

prescription 

243 623 1,103 795 98.73 0.14 6.65 60 

Unified API, no cache 309 759 956 691 99.33 0.06 3.58 46 

Unified API + TTL 60 min 242 706 916 640 99.53 0.00 2.25 34 

Proposed 6 425 723 350 99.90 0.00 0.93 16 

 

Fig. 4 sweeps the request rate. Every policy keeps its latency almost constant until its busiest backend approaches 

saturation, and then fails abruptly: queued calls miss their deadlines, retries add load, and almost no context completes. 

The largest tested rate at which the 95th-percentile case latency stays within 1 s is 30 requests per second for sequential 

extraction, 40 for fan-out, 55 for the unified API, 70 with the 60-minute TTL and 150 for the proposed design, 3.8 

times the rate of fan-out. The ratio follows the utilization of the busiest backend (Eq. (3)): at the reference load it is 60% 

for fan-out and 16% for the proposed design. The gain in throughput is smaller than the reduction in calls because the 

calls that remain are mostly batched eligibility calls, the most expensive kind. 

 

 
Fig. 4. 95th-percentile case latency (left, log scale) and utilization of the busiest backend (right) against the request rate. 

Means of five replications; the horizontal line on the left marks the 1 s budget. 

 

C. Multi-therapy regimens 

Fig. 5 (left) breaks case latency down by the number of prescriptions. Under fan-out, the 95th-percentile case latency 

rises from 615 ms for one prescription to 1,149 ms for 6, because the case waits for the slowest of its independent 

requests (Eq. (2)). Under the unified API it rises more slowly, from 580 to 864 ms, and under the proposed design from 

181 to 570 ms. The gap between fan-out and the unified API widens from 36 ms for one prescription to 285 ms for 6, 

so regimens with several drugs, which must be ready together, gain the most from case-level extraction. Fig. 5 (right) 

shows the share of prescriptions whose context is complete within a budget B: within 250 ms it is 52% for fan-out, 34% 

for the unified API and 87% for the proposed design; within 1 s it is 98.7%, 99.3% and 99.9%. 
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Fig. 5. Left: 95th-percentile case latency by number of prescriptions. Right: share of prescriptions with complete 

context within a budget B. Reference load, means of 20 replications. 

 

D. Ablation 

Table X removes one component at a time at the reference load. Hedging matters for the tail: without it the 99th-

percentile latency of the proposed design rises from 723 to 838 ms, and that of the uncached unified API from 956 to 

1,313 ms, at a cost of 0.019 and 0.258 extra calls per prescription. Prefetch matters for first evaluations: without it the 

95th-percentile latency rises from 425 to 540 ms and the 95th-percentile case latency from 350 to 482 ms, because 

release events, whose entities have not been seen before, must then fetch everything on the critical path; the median, set 

by re-evaluations, is 6 ms either way. Replacing CDC by short per-class TTLs keeps staleness low (Table VIII) but 

raises calls per prescription to 2.25 and the 95th-percentile case latency to 678 ms. 

 

TABLE X. ABLATION AT 30 REQUESTS PER SECOND (MEAN OF 20 REPLICATIONS) 

 

Configuration Rx p50 

(ms) 

Rx p95 

(ms) 

Rx p99 

(ms) 

Case 

p95 

(ms) 

Calls / 

Rx 

Hedges 

/ Rx 

Within 1 

s (%) 

Proposed (all components) 6 425 723 350 0.93 0.019 99.90 

Without hedging 6 435 838 358 0.92 0.000 99.36 

Without prefetch 6 540 813 482 0.92 0.053 99.78 

Without stale-while-revalidate 6 433 720 352 0.93 0.022 99.91 

Per-class TTL instead of CDC 293 744 940 678 2.25 0.131 99.38 

Unified API, no cache 309 759 956 691 3.58 0.258 99.33 

Unified API, no cache, no hedging 314 848 1,313 764 3.34 0.000 96.85 

 

E. Invalidation delay, lost invalidations and the safety TTL 

Table XI varies the CDC stream. With no lost invalidations, the proposed design reads stale decision-critical data only 

0.58 times per 10,000 evaluations, and the median stale read is 2 s old: the window between a change and its 

invalidation. At the reference loss rate of 0.1%, lost invalidations dominate, and their stale reads persist until the safety 

TTL expires. Losses of 1% and 5% raise the figure to 28 and 140, so the completeness of the CDC stream, not its speed, 

is the property to monitor. A median delay of 200 s raises stale reads to 68 per 10,000. The safety TTL trades hits for 

the residual staleness of lost invalidations: 1 hour gives a hit ratio of 65% and 0.36 stale reads per 10,000; 12 hours 

gives 91% and 3.35; beyond 24 hours little changes. 
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TABLE XI. SENSITIVITY OF THE PROPOSED CACHE TO THE CDC STREAM AND THE SAFETY TTL (MEAN OF 5 WORLDS) 

 

Variant Hit ratio 

(%) 

Backend 

items / Rx 

Critical stale / 

10,000 Rx 

Median stale 

age (min) 

p95 stale 

age (h) 

Median delay 0.2 s 91.2 0.89 2.84 151.4 7.1 

Median delay 2 s (reference) 91.2 0.89 3.35 114.5 7.0 

Median delay 20 s 91.2 0.89 9.97 0.8 5.2 

Median delay 200 s 91.3 0.89 67.99 3.8 0.7 

No lost invalidations 91.2 0.89 0.58 0.0 0.0 

1% lost 91.2 0.89 27.84 153.2 8.3 

5% lost 91.4 0.89 139.88 156.4 9.0 

Safety TTL 1 h 65.5 1.90 0.36 3.2 0.3 

Safety TTL 4 h 82.6 1.23 1.38 21.2 1.9 

Safety TTL 12 h (reference) 91.2 0.89 3.35 114.5 7.0 

Safety TTL 24 h 92.3 0.84 3.91 175.5 10.8 

Safety TTL 72 h 92.3 0.84 4.09 198.7 21.7 

 

F. Sensitivity 

Table XII repeats the main comparison under altered assumptions, ten replications each. The proposed design needs 

between 4.3 and 9.8 times fewer backend calls per prescription than fan-out in every scenario; the advantage is smallest 

with one re-evaluation per case and with mostly single-prescription cases, where fewer lookups can be shared or found 

in the cache. Its 95th-percentile case latency ranges from 281 to 678 ms, within the budget in every scenario. Fan-out 

exceeds the budget with three times as many slow calls, with eligibility median 300 ms and with 70% of backend 

servers; its busiest backend saturates with eligibility median 300 ms and with 70% of backend servers, where retries 

inflate its call count. The hit ratio of the cache ranges from 90% (one re-evaluation per case) to 92% (mostly single-

prescription cases), and decision-critical stale reads from 1.7 to 4.3 per 10,000 evaluations. 

 

TABLE XII. SENSITIVITY AT 30 REQUESTS PER SECOND (10 REPLICATIONS PER SCENARIO) 

 

Scenario Case 

p95, 

fan-out 

(ms) 

Case 

p95, 

propose

d (ms) 

Calls / 

Rx, 

fan-out 

Calls / 

Rx, 

propose

d 

Hit 

ratio, 

propose

d (%) 

Critical 

stale / 

10,000, 

proposed 

Busiest 

backend 

(%), fan-

out / 

proposed 

Reference assumptions 800 350 6.64 0.94 91 3.9 60 / 16 

Three times as many slow calls 1,108 372 6.67 0.94 91 3.9 68 / 19 

Eligibility median 300 ms 2,187 678 8.79 0.96 91 3.9 101 / 34 

Transient errors 1% 797 355 6.75 0.94 91 3.9 60 / 17 

70% of backend servers 2,282 353 9.22 0.94 91 3.9 100 / 24 

One re-evaluation per case 794 408 6.64 1.55 90 1.7 60 / 28 

Six re-evaluations per case 794 338 6.64 0.71 91 4.3 60 / 12 

Mostly single-prescription 

cases 

708 281 6.65 1.18 92 4.1 44 / 13 

Three times the case volume 792 344 6.64 0.90 91 3.4 59 / 16 

80% new patients 795 353 6.64 0.93 91 3.4 60 / 17 

 

G. Serialization 

Table XIII and Fig. 6 report the benchmark. For a two-prescription case, the schema-based encodings are about half the 

size of JSON: 1,161 bytes for Protocol Buffers and 1,039 bytes for Avro against 2,326 bytes, while MessagePack and 

CBOR save about a sixth. Compression narrows the gap, because it removes much of the redundancy that field names 

carry, but leaves the schema-based encodings about 29% smaller. Encoding and decoding take between 1.3 and 34 

microseconds per record. Protocol Buffers and orjson are the fastest, Avro in this Python implementation the slowest. 

Converting Protocol Buffers messages from and to dictionaries costs 204 and 76 µs, far more than the encoding itself, 

so the benefit appears only if services use the generated types directly. 
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TABLE XIII. SERIALIZATION OF A TWO-PRESCRIPTION CLINICAL CONTEXT (SIZES: MEAN OF 200 RECORDS; TIMES: 

MICROSECONDS PER RECORD) 

 

Encoding Size (bytes) Relative to 

JSON (%) 

zstd size 

(bytes) 

Encode 

(µs) 

Decode 

(µs) 

JSON (stdlib) 2,326 100 1,106 15.3 14.7 

JSON (orjson) 2,326 100 1,106 2.1 6.3 

MessagePack 1,923 83 1,134 6.1 10.5 

CBOR 1,928 83 1,097 26.5 14.6 

Avro (raw binary) 1,039 45 707 34.5 30.6 

Protocol Buffers 1,161 50 789 1.3 1.8 

Protocol Buffers, from and to 

dictionaries 

1,167 50 – 204 76 

 

 
Fig. 6. Left: encoded size by encoding for cases with one, two and four prescriptions; ticks show the size after zstd 

compression. Right: encoding and decoding time per two-prescription record. 

 

These costs are three orders of magnitude below backend latencies, so encoding does not affect the latencies of Table 

IX. It affects resources. A million cached two-prescription contexts occupy about 2.3 GB as JSON, 1.2 GB as Protocol 

Buffers and 0.8 GB compressed, before the overhead of the cache itself, and at a thousand requests per second the 

difference between the slowest and fastest encoding amounts to a few percent of one processor core. 

 

H. Boundary validation and repair 

Table XIV reports NPI validation at the highest registry density tested, 4%, where repair is hardest. Format and check 

digit together detected all single substitutions, OCR confusions, deletions and insertions; the check digit alone detected 

98.0% of adjacent transpositions and 93.5% of twin errors, as the theory of the Luhn algorithm predicts (it misses only 

the transposition of 0 and 9 and the twin pairs 22/55, 33/66 and 44/77), and no jump transpositions, which leave the 

weighted sum unchanged. Of the jump transpositions, the format check caught 11.0% (those that moved a digit other 

than 1 or 2 into the first position), registry membership 85.5% and the name check the remaining 3.5%, so every 

injected error was detected by some layer. Repair with the name check corrected 98.0% of substitutions and similar 

shares of the other single-edit errors without a single wrong repair; the remaining 2.0% were routed because a typing 

error in the prescriber's name defeated the match. Twin errors lie outside the one-edit model and were always routed. 
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TABLE XIV. NPI VALIDATION AND REPAIR AT 4% REGISTRY DENSITY (% OF 20,000 INJECTED ERRORS PER TYPE) 

 

Error type Format 

or check 

digit 

Registry 

or name 

Undetecte

d 

Repaired, 

name 

check 

Wrong, 

name 

check 

Ambiguou

s, no name 

check 

Wrong, 

no name 

check 

Substitution 100.0 0.0 0.0 98.0 0.0 27.5 0.0 

Adjacent 

transposition 

98.0 2.0 0.0 97.9 0.0 29.8 0.0 

Jump transposition 11.0 89.0 0.0 98.0 0.0 18.1 0.0 

Twin error 94.3 5.7 0.0 0.0 0.0 4.9 24.3 

OCR confusion 100.0 0.0 0.0 98.0 0.0 26.8 0.0 

Deletion 100.0 0.0 0.0 97.9 0.0 23.5 0.0 

Insertion 100.0 0.0 0.0 98.0 0.0 2.4 0.0 

 

The name check is what makes repair safe. Fig. 7 shows that without it, the share of single-edit errors with more than 

one registered candidate grows with registry density, from about 1% at 0.1% density to 28% at 4% for substitutions. 

More importantly, errors outside the edit model are then repaired wrongly: a twin error has a unique registered 

candidate at one edit that is not the true number in 0.8% to 24.3% of cases, depending on density. With the name check, 

no wrong repair occurred at any density. 

 
Fig. 7. NPI repair without the prescriber-name check: share of single-edit errors with ambiguous candidates (left) and 

share of twin errors repaired to a wrong number (right), against registry density; with the name check, no wrong repair 

occurred. 

 

For NDCs (Table XV), which have no check digit, catalog lookup detected 99.5% of substitutions in the 11-digit form; 

the remaining 0.5% produced another package of the same product, which a quantity check rather than the drug check 

must catch. A shifted hyphen, which turns a 5-3-2 code into a 4-4-2 reading and produces a different 11-digit code, was 

always detected and always repaired by re-reading the digits in the other configurations, at zero edit cost. 

Unhyphenated 10-digit codes resolved to a single catalog entry in all but 0.01% of cases in this catalog; the ambiguity 

of such codes depends on how densely real labelers use their code space. Repairs matched the drug name and strength 

in every applied case, and between 2.3% and 5.1% of errors were routed because several package sizes of the same 

product matched. 
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TABLE XV. NDC VALIDATION AND REPAIR (% OF 20,000 INJECTED ERRORS PER TYPE) 

 

Form and error Detected Harmless 

after 

normalizatio

n 

Same 

product, 

other 

package 

Repaired Routed, 

ambiguous 

Wrong 

repair 

11-digit, substitution 99.5 0.0 0.50 94.7 4.8 0.0 

11-digit, transposition 99.9 0.0 0.10 97.6 2.3 0.0 

11-digit, OCR confusion 99.5 0.0 0.52 95.0 4.5 0.0 

Hyphenated, substitution 99.5 0.0 0.50 94.4 5.1 0.0 

Hyphenated, OCR confusion 99.5 0.0 0.51 94.5 5.0 0.0 

Hyphenated, hyphen shifted 100.0 0.0 0.00 100.0 0.0 0.0 

10 digits, hyphens missing 0.0 100.0 0.00 0.0 0.0 0.0 

 

Diagnosis codes are harder (Table XVI). The code set is dense within categories, so 4.5% of random substitutions and 

6.7% of adjacent transpositions produced another billable code of the right therapy class, which no layer can detect 

without independent evidence such as the diagnosis text. Character-type rules (a letter where a digit must be) detected 

55% of OCR confusions and allowed all of them to be repaired correctly; code-set membership caught most of the rest. 

Truncated codes were always caught by the billability check. Type-guided repair of random substitutions, however, 

produced wrong codes in 0.89% of cases, which is why diagnosis repairs are proposed to the technician rather than 

applied. 

 

TABLE XVI. ICD-10-CM VALIDATION AND REPAIR (% OF 20,000 INJECTED ERRORS PER TYPE) 

 

Error type Format Not in 

code 

set 

Not 

billabl

e 

Wrong 

therapy 

class 

Undetecte

d 

Harmles

s 

Repaire

d 

Wrong 

repair 

OCR confusion 55.1 41.6 0.6 0.7 2.0 0.0 55.1 0.00 

Substitution 38.4 47.7 6.6 2.8 4.5 0.0 2.0 0.89 

Adjacent 

transposition 

32.8 44.3 6.2 9.9 6.7 0.0 0.0 0.10 

Truncation 0.0 0.0 100.0 0.0 0.0 0.0 0.0 0.00 

Decimal misplaced 0.0 0.0 0.0 0.0 0.0 100.0 0.0 0.00 

 

I. Effect on manual work 

The detection and repair rates can be combined with assumptions about error incidence and handling costs to estimate 

the manual work that identifier errors cause. Assume per-field error rates of 0.1% for e-prescriptions, 0.5% for portal 

submissions and 1.0% for faxed referrals, the channel mix of 60%, 10% and 30%, three identifier fields per prescription, 

and error-type mixes dominated by substitutions and, for faxes, OCR confusions. Assume further that an error 

discovered at adjudication costs 15 technician minutes of rework, a targeted correction 2 minutes and the confirmation 

of a proposed diagnosis repair 1 minute. Under these assumptions there are 12.3 identifier errors per 1,000 prescriptions, 

and Table XVII gives the expected technician minutes. Format and check-digit validation alone saves 40% of the 

rework, the full set of layers 86%, and repair 95%. The absolute values depend on the assumptions; the ordering does 

not. 

 

TABLE XVII. ESTIMATED TECHNICIAN MINUTES PER 1,000 PRESCRIPTIONS CAUSED BY IDENTIFIER ERRORS 

 

Boundary treatment Minutes / 1,000 Rx Relative to none (%) 

No boundary validation (errors found at adjudication) 184 100 

Format and check digit only 111 60 

All five layers, routed to targeted correction 27 14 

All five layers with minimal-edit repair 10 5 
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J. Statistical significance 

Table XVIII reports paired tests over the 20 replications at the reference load. All differences are significant after Holm 

correction (largest adjusted p = 1.7×10-5). As in any simulation with many replications, the tests mainly show that 

differences are systematic; their size is better judged from the tables above and the sensitivity analysis. 

 

TABLE XVIII. PAIRED WILCOXON SIGNED-RANK TESTS AT THE REFERENCE LOAD (TWO-SIDED, HOLM-ADJUSTED) 

 

Comparison Metric Mean 

difference 

p Adjusted 

p 

Proposed vs Fan-out Case p95 latency (ms) -445.05 1.9×10-6 1.7×10-5 

Proposed vs Fan-out Backend calls per Rx -5.71 1.9×10-6 1.7×10-5 

Proposed vs Unified API Case p95 latency (ms) -341.50 1.9×10-6 1.7×10-5 

Proposed vs Unified API Backend calls per Rx -2.65 1.9×10-6 1.7×10-5 

Proposed vs Unified + TTL 60 Case p95 latency (ms) -290.21 1.9×10-6 1.7×10-5 

Proposed vs Unified + TTL 60 Backend calls per Rx -1.32 1.9×10-6 1.7×10-5 

Unified API vs Fan-out Case p95 latency (ms) -103.55 1.9×10-6 1.7×10-5 

Unified API vs Fan-out Rx p50 latency (ms) +66.40 1.9×10-6 1.7×10-5 

Proposed vs Unified + TTL 60 Critical stale reads per 10,000 Rx -153.04 1.9×10-6 1.7×10-5 

 

VII. DISCUSSION 

 

A. Operational implications 

Three results matter most for practice. First, the unit of extraction should be the case. Deduplicating and batching the 

lookups of a regimen roughly halves backend calls before any cache is added, and it shortens case latency for multi-

drug regimens even without a cache. Second, a cache in front of clinical systems is safe only with invalidation. A TTL 

long enough to give useful hit ratios also serves stale coverage and eligibility at the moment cases are re-evaluated, 

while a cache driven by versioned CDC events achieves a 91% hit ratio with stale decision-critical reads in the order of 

a few per 10,000 evaluations, most of them caused by lost invalidations that monitoring can detect. Third, deadlines 

and hedged requests decide the tail. Without hedging, a rare slow eligibility response delays the whole regimen, and 

near saturation, timeouts and retries add load until throughput collapses abruptly (Fig. 4). 

 

The latencies themselves are seconds or less, while specialty turnaround is measured in days [1]. The contribution of 

fast extraction to the time to fill is therefore indirect: a context that is complete, fresh and validated when a case is 

released lets the case be cleared or routed correctly at once, instead of waiting for a technician to look up missing data, 

and makes it practical to re-evaluate a case every time something changes rather than in batches. Boundary validation 

attacks the same delay from the other side, by turning rework discovered at adjudication into targeted corrections or 

automatic repairs at the moment of ingestion. 

 

B. Patient safety 

The design introduces two hazards and controls both. A stale read of coverage or eligibility could clear a prescription 

that should not be cleared or hold one that could proceed. Versioned invalidation keeps such reads rare, the safety TTL 

bounds their age, and for the highest-risk decisions an organization can add a conditional read of the record version 

before final clearance, at the cost of one call per decision. A wrong repair could attach a prescription to the wrong 

prescriber, product or diagnosis. The repair rule applies a repair only when exactly one candidate survives every check, 

including the cross-field check against the document, and the experiments found no wrong repair under that rule for 

NPIs and NDCs. For diagnosis codes they did, so those repairs are suggestions. Every repair is logged with the original 

value and can be audited. 

 

C. Privacy and security 

A cache of clinical context is a store of protected health information and must be treated as one. Entries should be 

encrypted at rest and in transit, keyed by internal identifiers rather than by names or member numbers, and limited to 

the fields that the rules need, in line with the minimum-necessary standard [42]. The safety TTL doubles as a retention 

limit. The CDC stream carries changes to the same data and needs the same protection. Access to the cache, the stream 

and the repair log should be logged to support the audit controls of the HIPAA Security Rule [43]. 
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D. Deployment and monitoring 

A deployment can begin with the unified API alone, which needs no cache, and add the cache class by class, starting 

with reference data. Before decision-critical data is cached, the CDC stream should be shown to be complete, for 

instance by reconciling sequence numbers, because lost invalidations dominate residual staleness. Validators can run 

first in a reporting mode that flags errors without repairing them, so that repair rates and the absence of wrong repairs 

can be confirmed on local data. Table XIX lists indicators for operation. 

 

TABLE XIX. OPERATIONAL INDICATORS FOR A DEPLOYMENT 

 

Indicator What it reveals Typical response 

Hit ratio by freshness class whether lifetimes and prefetch suit the 

workload 

adjust TTL or prefetch scope 

Sampled stale reads (cache 

against source) 

residual staleness of decision-critical 

data 

investigate CDC gaps; shorten 

safety TTL 

Invalidation lag and sequence 

gaps 

speed and completeness of the CDC 

stream 

repair the stream; replay from the 

log 

Utilization of the busiest 

backend 

headroom before saturation add capacity; widen batching 

Hedge and deadline-miss rates tail behavior of each backend tune hedge delay; escalate slow 

backends 

Incomplete contexts by entity where manual lookup is still needed fix the source or the dependency 

Repairs, routings and audited 

wrong repairs 

data quality by channel and identifier correct at the source; restrict repair 

 

E. Generalization 

The same structure appears wherever automated decisions need data from several systems of record that change at 

different rates: claims adjudication, prior authorization submissions, laboratory order validation and benefit verification 

for medical services. The design carries over with different entity types and dependencies, and the measurements of this 

paper, how much batching, invalidation and hedging contribute and how safe minimal-edit repair is, indicate what to 

expect. 

 

F. Limitations and threats to validity 

Construct validity. The metrics are proxies. Latency to a complete context does not include the time the rules take or 

the time a human needs for a routed case, and a stale read is counted as a risk whether or not it would have changed the 

decision. The estimate of manual work rests on assumed error rates and handling times. 

 

Internal validity. Both stages were verified against closed-form results, policies were compared on identical request 

records, and each reference configuration was replicated twenty times. The two-stage decomposition assumes that 

cache outcomes do not depend on the request rate. This holds for patient-scoped data, whose request pattern is set by 

case events, but understates the hit ratio of shared reference data at high volumes, which makes the comparison 

conservative for the cached policies. 

 

External validity. All workload, change and backend parameters are assumptions chosen to be plausible, not 

measurements from any pharmacy, so absolute values should not be read as predictions. The comparative conclusions 

held in every scenario of the sensitivity analysis, but other workloads, such as refill-dominated traffic with little re-

evaluation, would benefit less from caching. The validation experiments use synthetic registries, a synthetic product 

catalog and synthetic error processes; real error distributions, especially for optical character recognition, and real 

registry and catalog densities should be measured before repair is enabled. 

 

Conclusion validity. With twenty paired replications, small differences reach significance easily; the confidence 

intervals, the load sweep and the sensitivity analysis are the better guides to their size. A prospective evaluation on 

operational data, with appropriate privacy safeguards, is the natural next step. 
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VIII. CONCLUSION 

 

Clearing a specialty prescription without human work requires its clinical context to be complete, current and correct 

when the decision is made. This paper formulated context extraction as the evaluation of a dependency graph over 

entity services under a time budget and presented an architecture that validates and repairs identifiers at the boundary, 

resolves each case's graph through a unified entity API with deduplication, batching, deadlines and hedged requests, 

and serves entity data from a cache whose freshness is governed by class, by versioned change-data-capture 

invalidation and by prefetch. In a two-stage simulation, the design needed 86% fewer backend calls per prescription 

than per-prescription fan-out, cut the 95th-percentile case latency from 795 to 350 ms, sustained 3.8 times the request 

rate within a one-second budget and kept stale decision-critical reads to 3.9 per 10,000 evaluations. Validators with 

minimal-edit repair detected every injected NPI error and repaired most of them without a wrong repair when the 

prescriber's name was checked. Future work includes learning freshness classes from change logs, extending repair 

with document text, and validating the results prospectively. 
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lkjka'k 

d`f’k ijEijkxr jk’Vªksa eas fo'ks’k dj Hkkjr esa d`f’k ,d vthfodk gS] ,d O;olk; gS] ,d fdz;k&m|e gS] ,d 

O;olk; gS d`f’k ,d ijEijk gS] thou i)fr gS] ,d lekt] lH;rk ,oa laLd`fr gSA bl izdkj Hkkjr esa 

d`f’k] d`f’k fodkl o Hkwfe mi;ksx ,d O;olk; gh ugha oju~ ,d thou i)fr gSA ;g ,d lkaLd`frd 

fojklr gS] tks Hkkjr dks lfn;ksa ls thoar j[ks gq, gSA bl lUnHkZ esa ;g ekuo tkfr ds lkekftd] lkaLd`frd 

,oa vkfFkZd fodkl ds bfrgkl dk og rF; gS tks ekuo lH;rkvksa ds fodkl dze ds lkFk&lkFk /kjksgj ds 

:Ik esa ih<+h nj ih<+h gesa izkIr gqbZ gSA vk/kqfudhdj.k us izkd`frd lalkl/kuksa dk v/kk/kqa/k mi;ksx tSo 

rduhdh ,oa oSKkfud vUos’k.k] vkfo’dkjksa us d`f’k fodkl ds izk:Ik mRiknu {kerk ] forj.k O;olk; vkfn 

dks ,d uohu :Ik fn;s gS] ogha buesa tSfodh; rRoksa dks cny dj Qlyksa dh ifjfLFkfrdh dks gh cny M+kyk 

gSA ,d vksj c<+rh tula[;k ds dkj.k [kk|kuksa dh c<+rh ekax dks rks d`f’k fodkl ds Lrj dks c<+kdj dj 

fy, ysfdu nwljh vkSj Ik;kZoj.kh; fu;kstu dks /;ku esa j[kuk ge lHkh ds fy, fpark dk fo’k; g SA ^^lokbZ 

ek/kksiqj ftys esa Hkwfe&mi;ksx çk:i dk HkkSxksfyd v/;;u^^ fo"k;d ;g 'kks/k&i= ,d cgqvk;keh HkkSxksfyd 

fo'ys"k.k gS] ftldk mís'; ftys dh Hkwfe ds fofHkUu mi;ksxksa dh ç—fr] forj.k] dkj.k ,oa çHkkoksa dks 

le>uk gSA ;g v/;;u Hkwfe&mi;ksx dh fofHkUu Jsf.k;ksa tSls —f"k Hkwfe] flafpr ,oa vflafpr {ks=] ouh; 

{ks=] pkjkxkg] vuqitkÅ&catj Hkwfe] vkoklh; ,oa 'kgjh foLrkj vkfn dk rqyukRed :i ls fo'ys"k.k djrk 

gSA 'kks/k esa ;g Hkh Li"V fd;k x;k gS fd fdl çdkj çk—frd dkjd tSls LFkyk—fr] tyok;q] eǹk dh 

xq.koÙkk] ty lzksrksa dh miyC/krk rFkk ekuotfur dkjd tSls tula[;k o`f)] 'kgjhdj.k] vkS|ksxhdj.k ,oa 

ljdkjh uhfr;k¡ Hkwfe&mi;ksx ds Lo:i dks çHkkfor djrs gSaA 

ewy 'kCn & Hkwfe mi;ksx ifjorZu] —f"k foLrkj] vk/kqfudhdj.k] vkS|ksxhdj.k 
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çLrkouk % 

Hkkjr ,d —f"k ç/kku ns'k gS] tgk¡ Hkwfe mi;ksx dh ço`fÙk;k¡ u dsoy vkfFkZd fodkl dks çHkkfor djrh gSa] 

cfYd ikfjfLFkfrd larqyu] tula[;k dh vkthfodk vkSj çk—frd lalk/kuksa ds laj{k.k dks Hkh çHkkfor djrh 

gSaA jktLFkku jkT; ds lokbZ ek/kksiqj ftys dh HkkSxksfyd lajpuk] tyok;q ifjfLFkfr;k¡ rFkk lalk/kuksa dh 

miyC/krk —f"k Hkwfe mi;ksx dh fn'kk esa fo'ks"k Hkwfedk fuHkkrh gSaA foxr rhu n'kdksa esa ftys esa Hkwfe mi;ksx 

dh ço`fÙk;ksa esa mYys[kuh; ifjorZu ns[kk x;k gS] tks —f"k rduhdksa esa lq/kkj] flapkbZ lqfo/kkvksa ds foLrkj 

vkSj tula[;k o`f) tSls dkjdksa ls çsfjr gSA d`f’k Hkwxksy esa d`f’k fodkl ,oa fu;kstu dh ladYiuk fo’k; 

oLrq ds O;ogkfjd i{k dks izLrqr djrh gSA izk;% d`f’k fodkl ls rkRi;Z d`f’k mRikndrk o`f) ls fy;k tkrk 

jgk gS] d`f’k mRikndrk esa ;g o`f) oSKkfud ,oa rduhdh fof/k;ksa [kkn] cktksa] flapkbZ ds vk/kqfud lk/kuksa 

o vk/kqfud ;U=ksa ds lekos‛k ds QyLo:Ik lEHko gqvk gSA lokbZ ek/kksiqj jktLFkku dk ,d egRoiw.kZ ftyk 

gS] tgk¡ HkkSxksfyd fofo/krk] ou {ks=] j.kFkaHkkSj jk"Vªh; m|ku] —f"k] vkSj cfLr;ksa dh fo'ks"k Hkwfedk,¡ 

Hkwfe&mi;ksx iSVuZ dks çHkkfor djrh gSaA ;gk¡ ij d`f’k o`f) vkSj d`f’k fodkl esa foHksn dk Kku vko‛;d 

gSA ;kfU=d dzkfUr o gfjr dzkfUr ds iwoZ d`f’k dks mRikndrk esa o`f) dk LFkkukiUu ekuk tkrk jgk gSA 

ijUrq vkt mRikndrk esa gksus okyh o`f) ds vis{kkd`r d`f’k fodkl dks vf/kd foLr`r vFkksZa esa iz;ksx djrs 

gSA1 fodkl o`f) dk i;kZ; ugha vfirq blesa mRikndrk o`f) ds lkFk gh mRiknksa dk leku lkef;d forj.k 

rFkk Ik;kZoj.kh; lUrqyu cuk;s j[kus ij Hkh fopkj fd;k tkrk gSA bl izdkj d`f’k fodkl dk vfHkizk; ml 

mRikndrk dh o`f) ls gS ftldk ykHk lekt ds lHkh oxkasZ dks leku :i ls izkIr gks vkSj Ik;kZoj.k dk 

Lo:Ik Hkh fod`r u gksA df̀’k Hkw&n`'; esa fodkl rHkh lEHko gks ldrk gS tc d`f’k ds Lo:Ik dks fu/kkZj.k 

djus okys lHkh dkjdksa dks ;kstukc) <a+x ls iz;ksx fd;k tk;s A vc rd dsoy mRikndrk dh gh rjg 

d`f’k fodkl esa lkeftd dY;k.k vkSj Ik;kZoj.kh; fu;kstu ds lUrqyu lEc/kh rF;ksa dks Hkh izkFkfedrk iznku 

dh tk jgh gS ] rkfd fdlh Hkh izdkj dk vlarqyu mRiUu u gks A bl v/;;u dk mís'; bu ifjorZu'khy 

ço`fÙk;ksa dk fo'ys"k.k dj ;g le>uk gS fd lokbZ ek/kksiqj ftys esa Hkwfe mi;ksx dh fn'kk fdl çdkj 

fodflr gqbZ gS] vkSj Hkfo"; esa bls larqfyr o lrr fodkl dh vksj dSls vxzlj fd;k tk ldrk gSA 
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'kksèk mís'; % 

çLrqr 'kks/k dk;Z ds mís'; fuEufyf[kr gS& 

 ftys esa orZeku Hkwfe&mi;ksx dh fofHkUu Jsf.k;ksa dk oxhZdj.k vkSj mudk HkkSxksfyd forj.k fo'ysf"kr 
djukA 

 Hkwfe&mi;ksx esa le; ds lkFk gq, ifjorZuksa dh igpku djuk rFkk blds çeq[k dkj.kksa dk v/;;u 
djukA 

 çk—frd ,oa ekuotfur dkjdksa }kjk Hkwfe&mi;ksx iSVuZ ij iM+us okys çHkkoksa dk fo'ys"k.k djukA 
 lrr Hkwfe çca/ku ,oa i;kZoj.kh; larqyu dh –f"V ls ftys esa mi;qä Hkwfe&mi;ksx j.kuhfr;k¡ 

lq>kukA 
 

vuqlaèkku i)fr % 

çLrqr 'kks/k i= ewyr% f}rh;d vkadM+ksa dh lgk;rk ls iw.kZ fd;k x;k gS bl gsrq vkadM+ksa dk ladyu ftyk 

lkaf[;dh dk;kZy;] lokbZ ek/kksiqj] Hkw&vfHkys[k dk;kZy;] lokbZ ek/kksiqjA] Cy‚d lkaf[;dh dk;kZy;] vkfn 

ls fd;k x;k gSA lkFk gh bl laca/k esa uohu vkadM+ks a ds ladyu gsrq fofHkUu v‚uykbu lzksrksa ls Hkh lgk;rk 

yh x;h gSA  

vè;;u {ks= % 

v/;;u {ks= jktLFkku ds nf{k.k&iwohZ Hkkx esa fLFkr lokbZ ek/kksiqj ftyk gSA lokbZ ek/kksiqj 'kgj dh 

LFkkiuk 1763 bZ- esa lokbZ ek/kksflag izFke us dh Fkh tks t;iqj ds egkjktk FksA ;g 24º45´ ls 26º41´ mÙkjh 

v{kka'k rFkk 75º79´ ls 77º00´ iwohZ ns'kkarjksa ds e/; fLFkr gSA ftys dh leqUnzry ls Å¡pkbZ 450 eh- ls 600 

eh- rd gSA ftys dk dqy HkkSxksfyd {ks=Qy 4498-00 oxZ fdeh gS ftlesa 4378- 40 oxZ fdeh- xzkeh.k rFkk 

119-7 oxZ fdeh- 'kgjh {ks= gSA ftys esa mi[kaM 8] rglhysa 8] iVokj lfdZy 267 o jktLo xkao 803 gSA 

v/;;u {ks= dks mPpkop dh ǹf"V ls rhu eq[; bdkbZ;ksa esa ckaVk tk ldrk gSA ftys dk if'peh ,oa mÙkjh 

if'peh Hkkx tyks<+ eSnku] e/;orhZ Hkkx i`Fkd~&ìFkd~ igkfM+;ksa ds lkFk tyks<+h eSnkuh Hkkx rFkk nf{k.k o 

nf{k.k iwohZ Hkkx ioZrh; Hkw&Hkkx ds varxZr vkrk gSA ftys esa ckjgeklh unh pEcy gS rFkk cukl] eksjsy] 

xaHkhjh] <hy vU; izeq[k ufn;k¡ gSaA ftys esa miknzZ tyok;q ik;h tkrh gSA ;gk¡ e`nk dks eq[;r% rhu izdkjksa 

esa foHkkftr fd;k tk ldrk gS ftlesa iqjkuh tyks<+ e`nk] ioZrh; fy;kslksy o fjxkslksy e`nk rFkk uohu 

tyks<+ e`nk lfEefyr gSA  
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d`f’k Hkwfe mi;ksx % 

fdlh Hkh {ks= ;k izns'k ds d`f’k izfr:Ik ogk¡ ds flapkbZ izfr:Ik] HkkSfrd] lkekftd ,oa ekuoh; dkjdksa }kjk 

fu/kkZfjr gksrk gSA blesa flapkbZ o tula[;k dh vko';drk dk ;ksxnku vfr egŸoiw.kZ gksrk gS D;kasfd 

tula[;k dh vko';drk dh iwfrZ ds fy, d`f’k esa fofHkUu ifjorZu fd;s tkrs gSA ftys esa thfodksiktZu dk 

izeq[k L=ksr Hkwfe gh gSA vr% Hkwfe mi;ksx dk fo‛ys’k.k djus ds iwoZ Hkwfe lalk/ku vk/kkj dk ewY;kadu djuk 

ije vko';d tkus iM+rk gSA D;kasfd bl {ks= dk vU;= thou ds mPp Lrj dk vk/kkj fu%lUnsg lEiUu 

Hkwfe lalk/ku gSA Hkkjr ,d d`f’k iz/kku ns'k gS] tgk¡ dqy tula[;k dk 70 izfr'kr yksx d`f’k dk;kasZ esa layXu 

gSA phu dks NksM+dj lalkj ds fdlh Hkh ns'k esa bruh cM+h tula[;k iw.kZr;k d`f’k ij vkfJr ugha gSA bl 

n`f’V ls Hkkjr lalkj ds izeq[k [ksrhgj ns'kksa esa ls ,d gSA ou rFkk eRL; feykdj vdsy d`f’k ls yxHkx 45 

izfr'kr jk’Vªh; vk; izkIr gksrh gSA vr% Hkkjr dh vFkZO;oLFkk dk vk/kkj d̀f’k gSA  

vk/kqfud ;qx dh leL;k vfHkeq[k vuqla/kkuh; ,oa oSKkfud v/;;uksa esa Hkwfe ,oa mlds lkuqdqy 

mi;ksx dk vR;Ur egŸoiw.kZ LFkku gSA ftl ns'k dh lEiw.kZ vFkZO;oLFkk gh d`f’k lalk/kuksa ij vk/kkfjr gS] 

ml {ks= ds HkkSfrd v/;;u esa Hkwfe mi;ksx ls vis{kk vf/kd egŸoiw.kZ lEHkor% vU; dksbZ fo’k; ugha gSA  

vr% ;g vko';d gks x;k gS fd lalkj ds fofHkUu {ks=ksa dh Hkwfe dk fofHkUu dk;ksZa ds fy, lcls ykHkizn 

rFkk vf/kdre mi;ksx dks /;ku esa j[krs gq, Hkwfe dk mi;ksx vkn'kZ :Ik esa fd;k tk,A Hkwfe ds lnqi;ksx 

o nq:Ik;ksx ds ewY;kadu ,oa mlds vk/kkj ij vkn'kZ mi;ksx ds fuekZ.k gsrq ;g vko';d gS fd lalkj ds 

fofHkUu {ks=ksa esa ftl <+x ls fofHkUu mns';ksa dh iwfrZ ds fy, Hkwfe dk mi;ksx fd;k tk jgk gS] mldh 

O;oLFkk ,oa leh{kk dh tk, rHkh orZeku ,oa Hkwr ds vk/kkj ij Hkfo’; dh ;kstuk dk fuekZ.k fd;k tk ldrk 

gSA  Hkkjrh; d`f’k ds le:Ik gh ftys esa Hkh Lora=rk izkfIr ds Ik'pkr gh ;kstukc) fodkl ls d`f’k fodkl 

gqvk gSA tks ns'k esa vkbZ gfjr dzkafUr ds QyLo:Ik jktLFkku jkT; ds bl {ks= esa Hkh froz d`f’k fodkl gqvk 

gSA 

d`f’k Hkwfe mi;ksx dk oxhZdj.k % 

Hkwfe izd`fr }kjk iz)r vewY; fuf/k gSA Hkwfe lalk/ku vkfFkZd fdz;kvksa dk vk/kkj gSA fdlh Hkh {ks= 

esa Hkwfe lalk/ku dh mi;ksfxrk ls {ks= dk vkfFkZd Hkw&n`'; izHkkfor gksrk gSA  d`f’k dh ǹf’V ls Hkwfe lery 

gksuk ]mitkÅiu ikuh dh miyC/krk ,oa vU; vuqdwy HkkSxksfyd ifjfLFkfr;ksa ds vk/kkj ij d`f’k izk:Ik 

izHkkfor gksrk gSA tc Hkw&Hkkx dk izkd`frd Lo:Ik yqIr gks tkrk gS vkSj ekuoh; fdz;kvksa ds ;ksxnku ls ,d 

u;k Hkw&n`'; tUe ysrk gS] mls Hkwfe mi;ksx dgrs gSA Hkwfe mi;ksx ls rkRi;Z fdlh Hkw&Hkkx dk ekuo }kjk 

fdlh dk;Z ds fy, izLrqr fd, tkus ls gSA ;g iz;qfDrdj.k d`f’k] Ik'kqikyu o m/kksx vkfn ls lEcfU/kr gks 
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ldrk gSA rks nqljh vksj ekuo dh lkaLd`frd fdz;kvksa ds fy, Hkh bls izLrqr fd;k tk ldrk gSA Hkwfe ,d 

lhfer lalk/ku gS rFkk blds dqN Hkkx esa gh d`f’k dk;Z gksrs gS] tks d`f’k izk:i dk vk/kkj gSA 

rkfydk la[;k 1 % 
lokbZ ek/kksiqj ftys esa d`f"k Hkwfe mi;ksx 

lu 1992&93 ls 2021&22 

Ø- 

la- 
Hkwfe mi;ksx {ks=Qy izfr’kr esa {ks=Qy izfr’kr esa 

1992 ls 2022 esa 

vk;k ifjorZu 

¼izfr’kr esa½ 

1 ou 22-74 16-38 &6+-44 

2 d`f"k vuqiyC/k Hkwfe 15-80 12-99 &2-81 

3 d`f"k vk;ksX; Hkwfe 8-74 8-05 &1-28 

4 ijrh Hkwfe 12-94 4-36 &8-58 

5 okLrfod cks;k x;k 

{ks= 
39-78 58-69 $18-85 

6 dqy cks;k x;k {ks= 47-50 80-42 $32-92 

7 nks Qlyh 7-71 21-13 $14-06 

 L=ksr%& Hkw&vfHkys[k dk;kZy;] lokbZ ek/kksiqjA 

 

ftys esa d`f’k Hkwfe mi;ksx ¼1992&93½ % 

o"kZ 1991&92 esa lokbZ ek/kksiqj ftyk jktLFkku dk ,d çeq[k —f"k ç/kku {ks= Fkk] tgk¡ tula[;k dh 

vkthfodk dk eq[; vk/kkj —f"k dk;Z FkkA bl le; ftys esa Hkwfe mi;ksx dh ikjaifjd ço`fÙk;k¡ Li"V :i 

ls ifjyf{kr gksrh FkhaA çk—frd lalk/kuksa ij vR;f/kd fuHkZjrk] lhfer flapkbZ lk/ku] ijaijkxr —f"k i)fr;k¡ 

,oa vlery Hkw&vk—fr ds dkj.k —f"k Hkwfe dk leqfpr mi;ksx ugha gks ikrk FkkA bl dky[kaM esa ftys 

dh Hkwfe dk ,d cM+k Hkkx ou {ks= ¼22-74 çfr'kr½ vkSj —f"k vuqiyC/k Hkwfe ¼15-80 çfr'kr½ ds varxZr 

vkrk Fkk] ftlls Li"V gksrk gS fd cM+h ek=k esa Hkwfe dk —f"k esa çR;{k mi;ksx ugha gks jgk FkkA blds 

vfrfjä —f"k ;ksX; ijarq vuqi;ksxh Hkwfe ¼8-74 çfr'kr½ rFkk ijrh Hkwfe ¼12-94 çfr'kr½ dh vf/kdrk ;g 

n'kkZrh gS fd ty lalk/kuksa dh deh] iwath dh U;wurk vkSj rduhdh tkudkjh ds vHkko ds dkj.k fdlkuksa 

dh Hkwfe ij —f"k dk;Z lhfer FkkA okLrfod cks;k x;k {ks= dsoy 39-78 çfr'kr Fkk] tks ;g bafxr djrk 

gS fd —f"k Hkwfe dk iw.kZ :i ls mi;ksx ugha gks ik jgk FkkA ogha nks Qlyh Hkwfe ek= 7-71 çfr'kr gksus ls 

;g vuqeku yxk;k tk ldrk gS fd vf/kdka'k {ks= o"kZ esa dsoy ,d ckj gh mi;ksx esa yk;k tkrk FkkA bl 
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le; —f"k mRiknu ekulwu ij vR;f/kd fuHkZj Fkk] vkSj flapkbZ lqfo/kkvksa dh lhfer igq¡p ds dkj.k mRiknu 

dh fujarjrk vkSj xq.koÙkk ij foijhr çHkko iM+rk FkkA bl dky[kaM dk Hkwfe mi;ksx ifj–'; ;g ladsr 

nsrk gS fd ftys esa —f"k {ks= dk fodkl ml le; çkjafHkd voLFkk esa Fkk] vkSj fodkl dh vikj laHkkouk,¡ 

fo|eku FkhaA ;g le; ,d ,sls laØe.k dky dk Fkk] ftlesa ijaijkxr —f"k O;oLFkk vkSj vk/kqfud —f"k 

rduhdksa ds chp larqyu LFkkfir djus dh vko';drk FkhA 

vkjs[k la[;k 1 % ftys esa d`f’k Hkwfe mi;ksx 1992&93 

 
 

ftys esa d`f’k Hkwfe mi;ksx ¼2021&22½ % 

o"kZ 2021&22 rd vkrs&vkrs lokbZ ek/kksiqj ftys ds —f"k ifj–'; esa mYys[kuh; ifjorZu ifjyf{kr gksrk 

gSA fiNys rhu n'kdksa esa —f"k {ks= esa rduhdh çxfr] flapkbZ lk/kuksa dk foLrkj] ljdkjh ;kstukvksa dh 

çHkkoh fØ;kfUofr vkSj fdlkuksa dh tkx:drk esa o`f) ds dkj.k Hkwfe mi;ksx dh ço`fÙk;ksa esa ldkjkRed 

ifjorZu gqvk gSA vc Hkwfe dk vf/kd fgLlk —f"k mRiknu esa lfØ; :i ls lfEefyr gks pqdk gS] ftlls 

ftys dh —f"k mRikndrk] vkfFkZd lajpuk vkSj xzkeh.k thou'kSyh esa O;kid cnyko vk, gSaA bl vof/k esa 

ou {ks= ?kVdj 16-38 çfr'kr jg x;k gS] tks 'kgjhdj.k] [ksrh ;ksX; Hkwfe foLrkj vkSj tula[;k ncko dk 

ifj.kke gSA ogha —f"k vuqiyC/k Hkwfe rFkk —f"k ;ksX; ysfdu vuqi;ksxh Hkwfe esa Øe'k% fxjkoV vkbZ gS] ftlls 

;g Li"V gksrk gS fd vc igys vuqi;ksxh ekuh tkus okyh Hkwfe dks Hkh —f"k ;ksX; cuk;k x;k gSA ijrh Hkwfe 

esa Hkkjh deh ¼4-36 çfr'kr½ ;g n'kkZrh gS fd fdlku vc vf/kd Hkwfe ij [ksrh dj jgs gSa vkSj —f"k lalk/kuksa 

ou

df̀"k vuqiyC/k Hkwfe

df̀"k vk;ksX; Hkwfe

ijrh Hkwfe

okLrfod cks;k x;k {ks=

dqy cks;k x;k {ks=

nks Qlyh

भूमि उपयोग
(1991-92)
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dk mi;ksx c<+k gSA lcls mYys[kuh; ifjorZu okLrfod cks;k x;k {ks= ¼58-69 çfr'kr½ rFkk dqy cks;k x;k 

{ks= ¼80-42 çfr'kr½ esa ns[kk x;k gSA blls ;g Li"V gksrk gS fd ftys esa —f"k xfrfof/k;k¡ cM+s Lrj ij 

foLrkfjr gqbZ gSaA nks Qlyh Hkwfe dk c<+dj 21-13 çfr'kr gksuk ;g ladsr nsrk gS fd flapkbZ lqfo/kkvksa vkSj 

—f"k rduhdksa dh csgrj miyC/krk us fdlkuksa dks o"kZ esa ,d ls vf/kd ckj [ksrh djus esa l{ke cuk;k gSA 

o"kZ 2021&22 dk ;g Hkwfe mi;ksx ifj–'; lokbZ ek/kksiqj ftys dh —f"k vFkZO;oLFkk esa vk, ldkjkRed 

cnykoksa dks çfrfcafcr djrk gSA ;g le; vk/kqfud —f"k ç.kkyh] lalk/kuksa ds csgrj çca/ku vkSj Hkwfe ds 

vf/kdre mi;ksx dh fn'kk esa ftys dh lQyrk dks n'kkZrk gSA ;|fi bl çxfr ds lkFk&lkFk ikfjfLFkfrd 

larqyu cuk, j[kus dh vko';drk Hkh vR;ar egRoiw.kZ gks tkrh gSA  

 

 

 

vkjs[k la[;k 2 % ftys esa d`f’k Hkwfe mi;ksx 2021&22 

 

 

ftys esa d`f’k Hkwfe mi;ksx esa 1992&93 ls 2021&22 esa vk;k ifjorZu % 

o"kZ 1992&93 esa ftys dh Hkwfe dk cM+k Hkkx ou] —f"k vuqiyC/k rFkk ijrh Hkwfe ds varxZr vkrk FkkA ml 

le; okLrfod cks;k x;k {ks= 40 çfr'kr ls de Fkk rFkk nks Qlyh {ks= dh fLFkfr lhfer Fkh] ftlls    

—f"k lalk/kuksa dh lhfer igq¡p dk vkHkkl gksrk FkkA ijarq o"kZ 2021&22 rd vkrs&vkrs ;g ifj–'; iw.kZr% 

ifjofrZr gks x;kA ou {ks= vkSj ijrh Hkwfe esa mYys[kuh; deh vkbZ] tcfd okLrfod cks;k x;k {ks= vkSj nks 

Qlyh Hkwfe esa rhoz o`f) gqbZA dqy cks;k x;k {ks= 47-50 çfr'kr ls c<+dj 80-42 çfr'kr rd igq¡p x;k] 

tks bl ckr dk ladsr gS fd ftys esa —f"k Hkwfe dk vf/kdre nksgu fd;k tkus yxk gSA ;g ifjorZu Hkwfe 

ou

df̀"k vuqiyC/k Hkwfe

df̀"k vk;ksX; Hkwfe

ijrh Hkwfe

okLrfod cks;k x;k {ks=

dqy cks;k x;k {ks=

nks Qlyh

भूमि उपयोग
(2021-22)
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lq/kkj] flapkbZ ;kstukvksa] —f"k tkx:drk dk;ZØeksa vkSj rduhdh gLr{ksiksa dk çfrQy gSA tgk¡ ,d vksj 

;g vkfFkZd fodkl vkSj [kk| lqj{kk dh fn'kk esa ldkjkRed ladsr gS] ogha nwljh vksj ou {ks= esa deh vkSj 

ikfjfLFkfrd vlarqyu dh laHkkouk Hkh fparu dk fo"k; gSA 

vkjs[k la[;k 3 % ftys esa Hkwfe mi;ksx ifjorZu & 1991 ls 2022 

 

 

fu"d"kZ % 

lokbZ ek/kksiqj ftys esa o"kZ 1992&93 ls 2021&22 ds e/; —f"k Hkwfe mi;ksx esa mYys[kuh; ifjorZu gqvk gSA 

tgk¡ ,d vksj ou vkSj ijrh Hkwfe esa deh vkbZ gS] ogha cks;k x;k {ks= vkSj nks Qlyh Hkwfe esa Hkkjh o`f) gqbZ 

gSA ;g —f"k fodkl] lalk/kuksa dh csgrj miyC/krk] vkSj vk/kqfud rduhdksa dh Lohdk;Zrk dks n'kkZrk gS] 

lkFk gh ikfjfLFkfrd larqyu cuk, j[kus dh vko';drk ij Hkh cy nsrk gSA 
 

lanHkZ lwph % 
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